Ontology-Based Interactive Visualization of Patient-Generated Research Questions

David Borland, PhD¹, Laura Christopherson, PhD¹, Charles Schmitt, PhD²
¹RENCI, University of North Carolina at Chapel Hill, Chapel Hill, NC, USA;
²National Institute of Environmental Health Sciences, Durham, NC, USA

Abstract

Crohn’s disease and colitis are chronic conditions that affect every facet of patients’ lives (e.g., social interaction, family, work, diet, and sleep). Thus, treatment consists largely of disease management. The University of North Carolina at Chapel Hill chapter of the Crohn’s and Colitis Foundation–IBD Partners–has created an interactive website that, in addition to providing helpful information and disease management tools, provides a discussion forum for patients to talk about their experiences and suggest new lines of research into Crohn’s disease and colitis. In order to help researchers and physicians better understand how patients think about their conditions and what research questions these patients would like the researchers to pursue, we have created an interactive visualization tool that incorporates an ontology describing the major themes and topics in the discussion forum. The tool employs linked views of (a) the ontology, (b) a research topic overview clustered by relevant ontology terms, and (c) a detailed view of the discussion forum content. In this paper we describe the creation of the ontology, discuss visualizations and interactions enabled by the visualization tool, provide an example scenario using the tool, and discuss limitations and future work based on feedback from potential users.

1 Introduction

Crohn’s disease is an inflammatory bowel disease (IBD) with symptoms that can include diarrhea, inflammation of both the gut and other parts of the body, fatigue, abdominal pain, and weight loss, among others. Colitis refers to inflammation of the inner lining of the colon, and commonly co-occurs with Crohn’s disease. There is no known cure for either condition, although certain therapies can help treat their symptoms, sometimes bringing about long-term remission. Thus, treatment largely consists of disease management. Given the varied ways in which these conditions can present themselves in different patients, and their chronic nature that affects every facet of patients’ lives (e.g., social interaction, family, work, diet, and sleep), researchers in the University of North Carolina at Chapel Hill chapter of the Crohn’s and Colitis Foundation–IBD Partners (formerly CCFA Partners)–are interested in engaging patients to aid them in disease management and to collect information useful for researching potential treatments. To this end, they have created an interactive website that provides a discussion forum for patients to talk about their experiences, suggest and discuss new lines of research into their conditions, and vote on promising research topics.

Although such a forum can be invaluable for generating and prioritizing research questions based on patient experiences, it can be time and labor intensive sifting through all of the questions and comments on the discussion forum, trying to effectively interpret such a large volume of text. IBD Partners is interested in developing more efficient approaches for identifying common themes and determining which research questions are most frequently discussed by patients. Interactive visualization offers a potential solution to help clinicians and researchers explore the data and identify the salient questions and needs of the patients.

In this paper we describe an interactive visualization tool developed to help researchers and physicians better understand how patients think about their condition and what research questions these patients would like the researchers to pursue. The CCFA Explorer tool employs linked views of (a) an ontology developed from concepts discussed by patients, (b) a research topic overview clustered by relevant ontology terms, and (c) a detailed view of the discussion forum content (Figure 1). We describe the creation of the ontology, discuss visualizations and interactions enabled by the CCFA Explorer tool, provide an example scenario using the tool, and discuss limitations and future work based on feedback from potential users. We believe this work will be useful more broadly given the growing focus on patient-centered outcomes approaches.
2 Previous Work

We developed an ontology based on the major themes discussed in the forum to enable more effective analysis and visualization. Previous work on biomedical ontologies and interactive visualization is discussed below.

2.1 Ontologies

Ontologies are controlled vocabularies that represent knowledge about a domain of interest. They offer richer representations than other controlled vocabularies (e.g., taxonomies, thesauri) because they enable relationships beyond hierarchical and synonymous. Ontologies have a long history in medicine and biological research, and are used for a variety of purposes, e.g., classifying literature for information retrieval, mapping and integrating diverse data sources, aggregating/clustering information, and natural language processing applications.

Biomedical ontologies tend to focus on representing encyclopedic knowledge about a given domain. For example, UBERON contains approximately 20,000 concepts ranging from very granular anatomy (e.g., cell membrane) to larger systems (e.g., digestive system). Other biomedical ontologies cover chemicals, drugs, phenotypes, diseases, adverse events, and more. Each of these ontologies tend to be very large, containing thousands of concepts.

2.2 Interactive Visualization

Interactive visualization has proven to be a useful method for analyzing datasets across a wide range of disciplines, including in the health care domain. To develop effective interactive visualizations, Shneiderman’s visual information seeking mantra—*overview first, zoom and filter, then details on demand*—has been adopted by a wide range of data visualization tools. We adopt this approach, providing overviews of the CCFA ontology and forum content, along with the ability to filter and obtain detailed forum content based on patterns and relationships discovered from interacting with the overviews. Our approach is similar to that of Jigsaw, but also incorporating an ontology to provide structure to the relevant concepts.

---

1. [http://www.obofoundry.org/ontology/uberon.html]
2.3 Visualization of Ontologies

Ontologies are typically organized primarily as hierarchies, and therefore hierarchical visualization techniques, such as tree maps\(^\text{12}\), icicle plots\(^\text{13}\), and tree diagrams (e.g., tidy trees\(^\text{14}\)), can be used to visualize them. Although such visualization techniques are effective for showing hierarchical structure, they are not designed to show other types of ontological relationships. Network diagrams offer the ability to encode different types of relationships via different styles of links in the diagram, and due to this flexibility we adopted this approach, although currently only sowing hierarchical relationships. Kamdar et al. present research analyzing user interactions with biomedical ontologies for different visualization types, including network diagrams, and show that different users interact with ontologies differently\(^\text{15}\), suggesting that a suite of approaches may be useful, which will help inform our future work.

3 Forum Data

The data snapshot used when creating the CCFA forum ontology consists of 97 research topics (i.e., user posts consisting of a proposed research question and a description of the question), and 121 user comments made by fellow patients on proposed questions, for a total of 17,322 words. An example topic post is the following:

**Question:**
Nicotine has shown to be effective for UC [ulcerative colitis] in some individuals, both prior- and non-smokers. What is the mechanism? Does nicotine affect the microbiome, the immune system or both?

**Description:**
Big Pharma will not take on the role of studying nicotine as there is no $$$ in it. Few studies with small sample sizes have been done but more research is needed.

Each research topic also has an anonymized user ID (400 unique users), the number of votes for each topic (1246 total votes), and one of 9 predefined categories (diet, medications, procedures and testing, environment, alternative therapies, lifestyle, genetics, exercise, and other) selected by the topic creator.

4 Ontology Creation

To facilitate visualization and analysis of the forum data, we initially performed some basic linguistic processing on the forum text, such as calculating word and phrase frequencies, but the results did not effectively capture the forum conversation. Terms such as inflammatory bowel, controlled trial, and disease activity appeared frequently, which simply confirmed the obvious: patients were discussing IBD and its research. These frequencies did not capture the nuance of specific lines of research the patients were interested in. We therefore created an ontology of the forum conversation to better capture the depth and breadth of research topics in which the patients were interested.

We first conducted an in-depth, manual exploration of the forum text. Specifically, we applied content analysis to the forum text, sifting through manifest content (i.e., what is seen directly in the text, such as the occurrence of a particular word) to find latent content (i.e., underlying meaning, connotation, nuance). According to Wildemuth, “An example of latent content is the level of research anxiety present in user narratives about their experiences at the library”\(^\text{16}\). In other words, a user may not directly state, “I am so anxious.” Instead, the anxiety may be implied, e.g., “My heart won’t stop beating so fast” or “I wish I could relax.” Wildemuth notes, “Sometimes there is no existing theory or research on your message populations; you may not know what the important variables are. The only way to discover them is to explore the content”\(^\text{16}\). In other words, it may be impossible to identify themes without first immersing one’s self in the text, allowing the themes to be revealed as one becomes more intimate with the conversation. This is reflected in the fact that the most common predefined category assigned by users to their proposed topic was other (34 out of 97, over 40%), implying that the categories did not fully capture the breadth of their interests and discussions.

After completing the content analysis, it was clear that no existing ontology would adequately represent the patient conversations. Most biomedical ontologies provide encyclopedic objective knowledge about a particular subject, whereas the CCFA forum text describes personal patient experiences, emotions, and desires. The goal of CCFA physicians and researchers is to understand their patients’ needs and wants, and an effective ontology needs to reflect this goal to help bridge the gap between how clinical practitioners, researchers, and patients view their conditions.
Our ontology structured and classified the raw information in the forum. Concepts (e.g., medication, surgery, diet, symptom) discussed in the forum became "classes" in the ontology. Although relationships beyond hierarchical (e.g., medication treats symptom) are possible, our ontology does not currently include such relationships, and functions primarily as a concept network. Additional concepts (primarily from the CCFA website to align with their approach to care) were included in anticipation of future forum conversations. Where applicable, classes from pre-existing ontologies (the Ontology for Adverse Events and the Disease Ontology) were used. The resulting ontology describes a hierarchy of 337 total classes, with seven top-level classes: comorbidity, diagnosis/monitoring method, IBD course, quality of life, risk factor, symptom, and treatment method (Figure 1, left). The ontology was created using Protégé, exported in OWL format, and converted to an OBO Graph using ROBOT for easy ingestion into our visualization tool. Based on the content analysis, each research topic was labeled with one or more terms from the ontology. The ontology structure and linkage to the research topics enable the interactive visualization described in the next section.

5 CCFA Explorer

The CCFA Explorer tool consists of three different interactive visualizations: (a) the CCFA forum ontology, (b) an overview of the patient-generated research topics, and (c) a detailed view of the forum text and other information about each research topic (Figure 1). Users can select visual elements representing different aspects of the data (research topics or ontology terms) in each view, and all three views are linked to automatically highlight relationships from the various visual elements in each view to the selected items.

5.1 Ontology Visualization

We use a force-directed network to show the ontology structure and indicate the most prominent ontology terms (Figure 1, left). Each term is represented by a node in the visualization, and links (i.e., arrows connecting nodes) indicate "is a" hierarchical relationships (e.g., medicine is a treatment method). Node size is proportional to the number of research topics labeled with that term. For any given term, if a topic has been classified with that term, it is also assumed that all ancestors of that term are also associated with that topic, therefore no child node will ever be larger than its parent. When the visualization initially loads, node labels for top-level terms in the ontology are visible. Labels for other nodes appear when the user hovers over a node, or upon user selection as described in Section 5.4. The user can also show and highlight in red any node label by searching for that term in the term search box.

5.2 Topic Overview

The topic overview uses t-SNE to lay out circular glyphs representing each research topic (Figure 1, middle), placing topics with similar sets of ontology terms closer together, enabling the user to visibly identify clusters of similar topics. The size of each glyph is proportional to the number of forum comments made in response to that topic, and the outline thickness is proportional to the number of user votes for that topic, enabling the user to identify popular topics. The glyph color represents which of the 9 predefined categories was chosen by the topic creator. We introduce three modifications to the standard t-SNE layout to enable more effective visualization of the CCFA forum data. (1) Because two or more topics may be labeled with similar sets of ontology terms, glyphs may overlap and occlude each other, making it difficult to see cluster sizes for very similar topics, and to see and select individual topics. We therefore apply a force-directed layout for overlapping glyphs that separates the centers of each glyph while maintaining some overlap to indicate closely-related clusters (Figure 2-a). (2) Due to the hierarchical nature of the ontology, we enable weighting of higher-level or lower-level ontology terms to determine at which level in the hierarchy topic glyphs are clustered. Weighting higher-level terms results in fewer clusters based on more general terms (Figure 2-b), and weighting lower-level terms results in more clusters based on more specific terms (Figure 2-c). (3) Greater weights can be applied to the currently selected ontology terms, resulting in clusters reflecting combinations of the selected terms. For example, Figure 2-d shows a layout emphasizing two selected ontology terms, with three clusters indicating the presence of only the first term, only the second term, or both terms. This feature enables, for example, easy selection of all topics with a given set of terms.

Figure 2: Modifications to the standard t-SNE layout: (a) force-directed layout of overlapping glyphs to increase cluster legibility, (b and c) differential weighting of ontology terms emphasizing (b) higher-level terms resulting in fewer, more general clusters and (c) lower-level terms resulting in a larger number of more specific clusters, and (d) emphasizing the currently selected ontology terms for clustering.

Figure 3: An example topic in the Topic Details view.

5.3 Topic Details

The topic details view is a scrollable list of panels for each topic in the forum. Each topic panel contains the research question, description, and comments for that topic, along with additional information such as the number of user votes, color-coded user-selected category, and tags indicating the ontology terms for that topic (Figure 3). Users may select three different levels of detail to display each topic’s text: (1) question only, (2) question and description, and (3) question, description, and comments. The list of topics can be sorted by topic ID, user ID, number of votes, number of comments, and category. The list can also be filtered based on selected topics or ontology terms, as described in Section 5.4. In addition, the user can highlight in red any text searched for in the search box.

5.4 Interactive Selection and Highlighting

The user can interactively select visual elements representing ontology terms or research topics in any of the three views, and all views will be automatically updated to highlight relationships to the selected items, enabling the user to effectively explore the forum data.

5.4.1 Selection

We define three types of possible relationships between ontology terms and research topics: (1) The co-occurrence between two ontology terms is the number of topics that have been labeled with both terms, and therefore is an indication of which ontology terms are discussed together by the forum users. For multiple selected terms, the co-occurrence between a term and the selection is the size of the union of the common topics. (2) The association between two topics is the number of ontology terms that the two topics share in common, and is an indication of how closely related the two topics are. For multiple selected topics, the association between a topic and the selection is the size of the union of the common terms. (3) The connection between an ontology term and a topic is 1 if the topic is labeled
Figure 4: Interactive highlighting of the ontology visualization, enabling (a) highlighting of co-occurrences with a selected ontology term (*drug*), and (b) highlighting of connections to topics selected in one of the other views.

with that term, and 0 otherwise. For multiple selected terms or topics, the connection is the sum of each individual connection.

In the ontology view, terms can be selected by clicking on the node for that term. In the topic overview, topics can be selected by clicking on the glyph for that topic. In the topic details view, topics can be selected by clicking on the panel for that topic, and ontology terms can be selected by clicking on the tag for that term in any given topic. In all views, selected visual elements are represented by dashed outlines.

5.4.2 Highlighting

In the ontology visualization, the co-occurrence with any currently selected terms is represented by an inset circle for each node, with size proportional to the co-occurrence and color proportional to the percent co-occurrence (co-occurrence divided by total number of topics connected to the selected terms × 100) with the selected terms (Figure 4-a). Similarly, the association with any currently selected topics is represented by an inset circle with radius proportional to the association, and color proportional to the percent association (association divided by total number of selected topics × 100) with the selected topics (Figure 4-b). In both cases, labels are displayed for any nodes with a percent co-occurrence/association of at least 25%. In the case of selected terms and selected topics, highlighting topic connections takes precedence in the ontology visualization. Automatic highlighting of the ontology visualization enables the user to quickly find ontology terms that are discussed in the same topics, and which ontology terms are related to a given group of topics.

In the topic overview, the connection with any currently selected terms is mapped to glyph color saturation, normalized by the total number of selected terms (Figure 2-d). Similarly, the association with any currently selected topics is also mapped to glyph color saturation, normalized by the by total number of terms for that glyph’s topic (such that any selected topic will be fully-saturated). In the case of selected terms and selected topics, highlighting term connections takes precedence in the topic overview. Automatic highlighting of the topic overview enables the user to quickly find topics related to ontology terms of interest, and discover related topics.

In the topic details view, topics can be optionally filtered by Selected or Connected. For Selected, if any topics are selected, only those topics will be shown. For Connected, if there are any selected terms or topics, only topics with a non-zero connection or association will be shown. In this manner, the user can quickly drill down to see the forum text related to ontology terms or topics of interest. In addition, the same color map applied to the ontology nodes during highlighting is applied to the ontology term tags for each topic (Figure 5-c).
6 Example Scenario

Figure 5 illustrates how a user might explore the forum data. The user is interested in “genetic makeup,” and searches for that term in the ontology search box, which highlights the term in red (Figure 5-a). The user selects the “genetic makeup” node, which highlights the co-occurrences with that term in the other ontology nodes. The user notices that “medication” has a relatively high co-occurrence with “alternative therapies,” and adds “medication” to the term selection. The user then re-runs the t-SNE in the topic overview to cluster topics primarily by these selected terms (Figure 5-b). The user notices a cluster of three topic glyphs, including one very large node (indicating a popular topic with many comments), and so selects those three nodes for closer inspection in the topic details view, which the user filters to show only the selected topics (Figure 5-c). Various other exploratory workflows are also enabled by the tool, based on the research focus of the user.

7 Feedback and Future Work

After presenting the CCFA Explorer tool to members of the IBD Partners team, we received useful feedback that will help inform our future work. In general they thought that the tool was a useful way to explore the CCFA forum data, and made it possible to quickly identify major themes and popular research topics, however they felt that some of the features may be too complex for more naïve users. Two themes in particular that were identified were, (1) the utility of a patient-facing interface to help forum users find similar patients and more easily identify research topics relevant to them, and (2) a researcher-facing interface to help researchers in specific areas quickly identify information related to their research area and generate summaries of relevant information that can be easily presented to stakeholders. To this end, we intend to refine our tool in various ways. For example, the ontology visualization, while effective at showing the overall structure of the ontology and highlighting relationships with the ontology terms, is not very well suited for navigation to find ontology terms of interest. We therefore plan to redesign our ontology visualization to make navigation easier, while incorporating some of our current work in interactive highlighting. We also plan to explore the use of text summarization techniques to include in a summary panel that will present an infographic-like view of any currently selected terms/topics. Another important line of future research will involve exploring automatic and semi-automatic methods to analyze the forum text and classify topics based on existing ontology terms, or by expanding the current ontology. In addition, we will conduct formal evaluations of the tool for usability.

8 Conclusion

We have presented an interactive visualization tool that enables users to explore patient-generated research questions from a forum for individuals suffering from Crohn’s disease and colitis. We described the development of an ontology created from the forum text to enable more effective visualization and exploration of the data. To our knowledge, this is
the first such ontology incorporating concepts of how patients actually talk about their own conditions. Using linked views that automatically highlight relationships between selected ontology terms and research topics, the user can gain insights into concepts of importance to the forum participants. Future work will further refine the tool for specific user populations, such as patients, or researchers with a specific focus.

References


